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Data sets used in this set of exercises are available on the course page. Exercises may be
solved using the knn function from the standard R package class.

Exercise 1
This exercise uses the 2d artificial data set. The goal of the exercise is to study the effect of the
k parameter of the k-nearest neighbors algorithm on a simple artificial data set. The 2d data set
zip file contains:

• 2d-learn.csv: a learning set with 10000 examples described by 2 numerical variables and
a target variable Y;

• 2d-eval.csv: a test set with 50000 examples described by 2 numerical variables and
without the target variable;

• 2d-eval-labels.csv: the labels for the test set, with 2 variables. Y is the target variable
while Yopt is the decision for an optimal model obtained using the true data distribution.

In all the questions, we study growing learning sets. This is done by selecting balanced subsets of
the learning, i.e. subsets in which the proportions of the two values of the target variable are
identical to their proportion in the full learning set.

Question 1 Compute and display the percentage of incorrect predictions of the 1-nearest
neighbor algorithm on the test set as a function of the size of the learning set.

Question 2 Compute and display the percentage of incorrect predictions of the 3-nearest
neighbors algorithm on the test set and on the learning set as a function of the size of the learning
set.

Question 3 Compute and display the percentage of incorrect predictions of the k(n)-nearest
neighbors algorithm on the test set and on the learning set as a function of the size of the learning
set, using different formulas for k(n) (where n is the size of the learning set). For instance :

• k(n) = log n

• k(n) =
√

n

• k(n) = n
10

Notice that approximation strategies are needed to make sure that k(n) makes sense!
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Exercise 2
This exercise uses the Wholesale customers Data Set1. The goal is to predict the customer’s
channel (Channel variable) knowing the annual spending of the customer in some categories of
products (as well as its region). See the original description of the data for details.

Question 1 Split the data set into a learning set and a test set (they should be balanced as in
the previous exercise.

Question 2 Compute and display the percentage of incorrect predictions on the test set of the
k-nearest neighbors algorithm as a function of k for reasonnable values of k.

Question 3 Repeat the analysis of question 2 on a normalized version of the data.

Question 4 Repeat the analysis of question 2 on a modified version of the data in which
spendings are represented by relative values (to a customer) rather then by absolute ones.

1Available at http://archive.ics.uci.edu/ml/datasets/Wholesale+customers
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