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Anomalies

Definition
An anomaly is a pattern in a data set that does not correspond to the
expected normal behavior for this data set.
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Vocabulary

Outlier
I in general outlier=anomaly
I but some argue that outliers

are only rare while anomaly
do no fit the model

Novelty
I anomaly with respect to the

past/current model
I should be integrated in a

new/updated model

Noise
I unstructured
I “natural”
I candidate for modelling

Anomalies
I can be structured
I can be “deliberate”

I frauds
I attacks
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Typologies of Anomalies

Typologies
I several attempts at

classifying anomalies
I typical axes

I strong versus weak (noise)
I intrinsic versus extrinsic

(using additional data)
I univariate versus

multivariate
I domain specific typologies

(e.g. time series)

Chandola et al. 2009
I point anomalies
I contextual anomalies

I additional contextual data
(e.g. time)

I status is context dependant
I collective anomalies

I additional group structure
I individual points are normal
6= group of anomalies
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Example

Spectrometric application
I Wine samples
I spectra: 94 wavelengths with

wavenumbers from 400 to
4000 cm−1

I target value: alcohol content

Point anomalies

Gaussian model
I mean: 12.61
I std-dev: 1.55

Likelihood
I P(X ≤ 7.5) =0.0004936
I P(X ≥ 18.5) =0.0000728
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Example

Power consumption
I power consumption of a

household
I active power consumption

value
I 10 minutes sampling rate
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Example

Collective anomaly
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Discussion

Contextual anomaly
I unclear separation between

context and values
I could be rephrased into

multivariate anomalies

Functional data
I or temporal data
I smoothness assumption:

f (x + ε) ' f (x)

I turns into Xi+1 ' Xi

13



Discussion

Contextual anomaly
I unclear separation between

context and values
I could be rephrased into

multivariate anomalies

Functional data
I or temporal data
I smoothness assumption:

f (x + ε) ' f (x)

I turns into Xi+1 ' Xi

0.0005 0.0010 0.0015 0.0020 0.0025

0.
01

0.
02

0.
03

0.
04

0.
05

0.
06

0.
07

Standard deviation

Frequency

13



Discussion

Contextual anomaly
I unclear separation between

context and values
I could be rephrased into

multivariate anomalies

Functional data
I or temporal data
I smoothness assumption:

f (x + ε) ' f (x)

I turns into Xi+1 ' Xi

0.01 0.02 0.03 0.04 0.05 0.06 0.07

0.
01

0.
02

0.
03

0.
04

0.
05

0.
06

0.
07

Standard deviation

Value at frequency i
V

al
ue

 a
t f

re
qu

en
cy

 i+
1

13



Discussion

Collective anomaly
I somewhat similar situation
I explicit group information

corresponds to other
variables

I implicit group information
must be infered

Power consumption
I week groups
I day of week groups
I etc.

14



Discussion

Collective anomaly
I somewhat similar situation
I explicit group information

corresponds to other
variables

I implicit group information
must be infered

Power consumption
I week groups
I day of week groups
I etc.

0.00

0.25

0.50

0.75

0.8 1.2 1.6
power

de
ns

ity

14



Discussion

Collective anomaly
I somewhat similar situation
I explicit group information

corresponds to other
variables

I implicit group information
must be infered

Power consumption
I week groups
I day of week groups
I etc.

0.00

0.25

0.50

0.75

0.8 1.2 1.6
power

de
ns

ity

14



Discussion

1

2

janv. 2007 avril 2007 juil. 2007 oct. 2007 janv. 2008
date

po
w

er
Mean daily power

15



More typologies

Result types
I labels

I a data point is either normal
or an anomaly

I scores
I anomaly degree
I anomaly ranking

Learning paradigms
I supervised

I normal and abnormal
examples

I imbalanced data sets
I semi-supervised

I a bunch of unlabelled data
I a few examples of labelled

ones (maybe only of one
class)

I unsupervised
I the most classical setting

16



In this course

Content
I a panorama of anomaly detection methods
I discussion of the impact of anomalies on machine learning
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Outline

Introduction

Supervised approaches

Unsupervised approaches

Categorical data
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Supervised approaches

The "easy" case
I assumptions

I labelled data
I normal and abnormal data

I learn a classification model
I output labels
I or probabilities/scores

Difficulties
I imbalanced data set
I adversarial situations
I lack of labeled anomalies

19



Favorable case

Ideal situation
I strong assumptions

I enough abnormal data to model the variability of anomaly
I stationary situation
I reliable labels

I anomalies are by essence rare
I imbalanced data set
I proper training strategy

Typical applications
I Fraud detection
I Defect detection
I Tumor screening
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Label noise

Key assumption of supervised learning: labels are reliable
I Y is not a deterministic function of X
I but pairs (xi ,yi )1≤i≤N have been generated by (X,Y)

Label noise
I extended framework
I true data (xi ,yi )1≤i≤N

I unknown label corruption mechanism
I observed data (xi ,y′i )1≤i≤N : y′i is a corrupted/noisy version of yi

Label noise and anomalies
I natural link
I for instance mislabelled inputs are contextual outliers in their

(incorrect) class
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Dealing with label noise

Basic filter approach
I use any unsupervised anomaly detection technique
I learn on clean data

Doing nothing
I business as usual, with faith in overfitting prevention
I theoretical results

I might work with the binary loss
I other losses are highly sensitive to label noise

I in practice
I some robustness for random forests
I other methods are negatively affected, especially AdaBoost

22



Advanced filters

Ad hoc detection techniques
I classical strategy

I learn a model
I reject examples that are difficult to classify by the model (or change

their label)
I iterate

I label “correction” does not work in general
I tend to reject too many examples

I improved by majority/consensus votes
I and split samples (cross-validation)

I a typical solution
I split the dataset in K folds
I train M models on K-1 folds
I an example in the remaining fold is mislabelled if the M models

agree to classify it in a wrong class
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Advanced filters

Introspection and self-monitoring
I key idea

I study the behavior of the algorithm during learning
I or after learning

I typical examples
I AdaBoost

I monitor example weights at the end learning
I set large weights to zero during learning
I monitor the sum of weights of misclassifying models

I K-nn and variants
I remove instances that do not cause other instances to be misclassified
I remove instances that are consistently of another label than the

majority one for increasing value of K
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Dedicated methods

Label noise aware learning
I numerous methods have been proposed
I probabilistic models

I model the distribution of (X,Y) and of (Y′,Y)
I two difficulties

I identifiability issues
I noise level

I classical EM like approach to recover the “hidden” true label: prior
probabilities of the classes need to be estimated

I ad hoc models
I robustification strategies (related to regularization)
I instance weighting techniques
I reject class
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Instance weighting

Hypotheses
I two classes problem: Y = {−1,1}
I class dependent noise

ρ+1 = P(Y′ = −1 | Y = 1) ρ−1 = P(Y′ = 1 | Y = −1)

Debiased loss

l̃(p, t ′) =
(1− ρ−t′)l(p, t ′)− ρt′ l(p,−t ′)

1− ρ+1 − ρ−1

l(p,y) = ET ′∼Y′|Y=y

{̃
l(p,T ′)

}

26



Instance weighting

In practice
I ρ+1 and ρ−1 are unknown
I replace l̃(p, t ′) by

lα(p, t ′) = (1− α)1t′=1l(p,1) + α1t′=−1l(p,−1)

I optimize α by cross-validation
I works well for e.g. Support Vector Machines
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Supervised context

Summary
I in some rare case, learning to classify anomalies is possible
I class anomalies in supervised setting have strong adverse effects

General points
I a model of what is an anomaly is needed to identify anomalies or

to avoid their effects
I a trade off between trusting the labels and detecting anomalies is

unavoidable
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Outline

Introduction

Supervised approaches

Unsupervised approaches

Categorical data
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Unsupervised approaches

The general case
I anomaly detection is a general problem not limited to the

supervised case
I supervised methods are limited to some specific settings
I identified anomalies are rare

Several broad classes of methods
I probabilistic methods
I clustering methods
I distance based methods
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Probabilistic/statistical approaches

The most obvious solutions
I very explicit process

I chose a classical distribution: the normality model
I estimate its parameters from the data set
I reject rare observations: observations that have a low probability

given the parameters
I many positive aspects

I flexible: many parametric models and non parametric extensions
I scoring with a clear interpretation
I statistical test framework
I strong mathematical background
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A typical example

Multivariate Gaussian
I normal behavior: X in RP is distributed according to N (µ,Σ) a

multivariate Gaussian with mean µ and covariance matrix Σ

I (squared) Mahalanobis distance between x and µ

dM(x, µ) = (x− µ)T Σ−1(x− µ)

I one can show that if X ∼ N (µ,Σ), then dM(X, µ) follows a
χ2-distribution with P degrees of freedom

I an outlier is a point whose Mahalanobis distance to µ is too large
I an anomaly score is obtained by computing the probability for

dM(X, µ) to be smaller than the observed value (or simply using
the distance!)
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Difficulties

Test statistics
I one estimates µ̂ and Σ̂ from the data using e.g. maximum

likelihood
I but T 2 = (X− µ̂)T Σ̂−1(X− µ̂) does not follow a χ2-distribution
I T 2 ∼ N+1

N
P(N−1)

N−P F (P,N − P) where F is the F distribution
I does not change the ranking but changes the probabilities!

Estimation
I if X ∼ N (µ,Σ) everything should work
I but what about “true” anomalies: i.e. when X is misspecified?
I unreliable estimates!
I unreliable probabilities!
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“True” Anomalies

Rare observations versus anomalies
I even if X ∼ P, some x can have low probability
I but some x are (almost) impossible
I e.g. X ∼ N (0,1)

I x = 3.0902323 is rare (1/1000)
I x = 9 is impossible (P(X ≥ 9) ' 10−18)

Estimation under misspecification
I is difficult!
I theoretical guarantees break
I impossible values prevent consistent parameter estimation
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Example: Gaussian vs Student’s t
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Simulated data

gaussian student

−10 −5 0 5 −10 −5 0 5

0.0

0.1

0.2

0.3

value

de
ns

ity

500 observations

44



Example

0

1

2

3

0 100 200 300 400 500
n

va
lu

e distribution
gaussian
student

Mean estimation

45



Example

−0.10

−0.05

0.00

0.05

0.10

100 200 300 400 500
n

va
lu

e distribution
gaussian
student

Mean estimation

46



Example

0

10

20

30

0 100 200 300 400 500
n

va
lu

e distribution
gaussian
student

Variance estimation

47



Example

1.5

2.0

2.5

3.0

100 200 300 400 500
n

va
lu

e distribution
gaussian
student

Variance estimation

48



Solutions

Robust statistics
I vast literature
I quality criterion: breakdown point

I T an estimator, computes T (D) for a D with N points
I bias(M,T ,D) = supD′, |D′∩D|≥N−M ‖T (D′)− T (D)‖
I breakdown point

ε∗N(T ,D) =
1
N

min {M | bias(M,T ,D) =∞}

I breakdown of the sample mean: 1
N

I breakdown of the sample median: up to 50% (depending on D)
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Robust estimators

Some examples
I central tendency

I coordinate wise median
I multivariate median

arg min
x′∈D

N∑
x∈D

P∑
j=1

|x′j − xj |

I covariance
I Minimum Volume Ellipsoid: ellipsoid with minimal volume that covers

at least h points (with h ≥ 1 + N
2 and generally h = N+P+1

2 )
I Minimum Covariance Determinant: covariance based on the h

points whose empirical covariance has the smallest determinant
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High dimensional behavior

Curse of dimensionality
I a collection of counterintuitive adverse phenomena induced by

high dimensions
I for instance

I combinatorial explosion
I sparse sampling
I distance concentration
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Example

Power curves
I 349 curves in 144 dimension
I using PCA to reduce the

dimensionality

Components
%

 o
f e

xp
la

in
ed

 v
ar

ia
nc

e

0.
0

0.
2

0.
4

0.
6

0.
8

1.
0

58



Example

20 50 144

2 4 10

0 5 10 15 20 25 0 5 10 15 20 25 0 5 10 15 20 25

0.00

0.05

0.10

0.15

0.00

0.05

0.10

0.15

distance

de
ns

ity

dimension
2
4
10
20
50
144

59



Mahalanobis distances
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High dimensional data

Very difficult problem
I adverse effects combine
I not enough data and distance concentration

Solutions
I specialized models based on reduced rank

I global: PCA (and robust PCA)
I local: mixture of PCA, subspace approaches

I feature selection
I etc.

65



Beyond multivariate Gaussians

Generative models
I generative models can be used to estimate complex densities
I e.g. Gaussian Mixture Models
I pros

I very flexible framework
I model selection criteria (e.g. BIC)
I noise models can be included
I anomaly ranking

I cons
I sensitive to modelling errors
I robust estimation is not always available
I might be very slow
I needs specific models from high dimensional data
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Contextual anomalies

Temporal data
I very rich set of temporal models
I classical solutions

I used a robust estimation for an auto-regressive model (or any
temporal model)

I large residuals (with respect to the estimated variance) are
local/contextual outliers

I changepoint approaches
I chose a model for the stationnary phases (basic model: constant +

noise)
I plug the mode into a changepoint detection technique

I etc.
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Contextual anomalies

General case
I learn a conditional model!
I context as an input to the model
I a typical example

I Y ∈ RP target variable
I X ∈ RQ a numerical context
I learn g so that Y ' g(X)
I estimate the distribution of the residuals (or the conditional

distribution in an heteroscedastic situation)
I robust estimation is needed (and exists in the case of e.g. linear

regression)
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Probabilistic approaches

Summary
I very flexible
I vast literature on robust estimation
I impaired by high dimensional data
I robust methods are quite slow

Additional aspects
I non parametric approaches (e.g. histograms and kernel-density

estimators)
I distribution tests
I empirical p-values
I bootstrap and resampling
I etc.
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Clustering approaches

Clustering and anomalies
I different possible anomaly models in the clustering context

I clustering with built-in anomaly detection: outliers do not belong to
any cluster (e.g. dbscan)

I centroid based clustering: outliers are far away from their cluster
center

I anomaly clusters: outliers are clustered in small or sparse clusters
I basic techniques: post-processing standard clustering algorithm
I advanced techniques: modified algorithms
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Clustering and probabilistic methods

Mixture models
I very strong links
I k-means can be seen as a limit case of Gaussian mixture
I structured clustering techniques (e.g. Self Organizing Maps) can

also be interpreted in a probabilistic context
I trade-off

I mixture models offer better noise models and a more flexible
framework

I robust estimation is generally available for mixture models
I k-means and related algorithms are simpler and faster
I ad hoc adapted algorithms
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Robust clustering

Issues
Standard clustering approaches are
I sensitive to outliers via e.g. empirical mean calculation (k-means)
I susceptible to the curse of dimensionality via e.g. distance

calculation (hierarchical clustering, dbscan)

Tools
I median/medoid based clustering

I robustness for centroids
I e.g. k-median based on the Manhattan distance

I “angle” based methods
I reduce distance concentration
I e.g. spherical k-means based on the cosine dissimilarity

d(x,γ) = 1− xTγ

‖x‖‖γ‖
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K-centroids

Algorithm
select Γ as a random subset of D
repeat

zi ← arg mink∈{1,...,K} d(Xi ,γk ) . assignment phase
γk ← arg minγ

∑
i,zi=k d(Xi ,γ) . representation phase

until convergence

Variations
I robust: d(x,γ) =

∑P
j=1 |xj − γ j |

I high dimensional: d(x,γ) = 1− xTγ

‖x‖‖γ‖
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Anomalous clusters

Semi-supervised clustering
I given some labelled instances, use them to label clusters
I might be combined with constrained clustering

Size
I most classical criterion
I relative or absolute size
I typical implementation

I sort K (Ck )1≤k≤K clusters in decreasing size order |Ck | ≥ |Ck+1|
I given two parameters α and β, find a k such

I |C1|+ |C2|+ . . .+ |Ck | ≥ αN
I or |Ck |

|Ck+1|
≥ β

I small clusters are Ck+1, . . . ,CK
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Clustering methods

Summary
I leverage the research on clustering
I ad hoc version of mixture models in some simple cases
I generally lack of theoretical support

Additional aspects
I dozens of variants
I combined approaches

I local outliers (in a cluster)
I and full anomalous clusters
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Density based approaches

Main idea
I local decision
I anomalies are isolated observations: they do not appear in dense

regions
I closely related to the principles of dbscan

Basic technique
I two parameters ε and π
I x is an anomaly if

|{x′ ∈ D | d(x,x′) < ε}| ≤ πN

I the cardinal can also be used as an anomaly score
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Related approaches

k nearest neighbor structure
I numerous methods are based on kNN
I directly based on the distance

I anomaly score: distance to the k-th NN
I anomaly score: sum of the distances the first k NN

I based on neighbor counting
I non anomaly score: number of reverse kNN (number of times x is a

kNN for another x′)
I non anomaly score: number of kNN in a fixed radius ball

I etc.
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Local Outlier Factor

Principle
I compare the density around a point with the density around its

neighbors
I details:

I kNN(x): set of the kNN of x
I kd(x): distance between x and its k-th NN
I dk (x, x′) = max {d(x, x′), kd(x′)}
I rdk (x) = 1

|kNN(x)|
∑

x′∈kNN(x) dk (x, x′)

LOF (x) =
1

|kNN(x)|
∑

x′∈KNN(x)

rdk (x)

rdk (x′)
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Variants

Improvement and modification of LOF (small selection)
I COF

I Connectivity-based Outlier Factor
I “topological” neighborhood: based on the single linkage criterion
I adapted to sparse regions or embedded low dimensional structures

I INFLO
I Influenced Outlierness
I takes into account both neighbors and reverse neighbors
I adapted to non uniform density

I LOCI
I Local outlier correlation integral
I based on ε-neighborhoods
I 2 radii: one for calculating local densities, one for identifying

neighbors (of the point under study)
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Density based methods

Summary
I natural translation of density clustering methods into anomaly

detection methods
I popular methods in the database/data mining community
I local methods
I mainly heuristics

Additional aspects
I dozens of variants
I interesting algorithmic aspects
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Ad Hoc Methods

Specific models
I some machine learning models have been modified/adapted to

tackle the anomaly detection problem
I two major examples:

I One-class Support Vector Machine
I Isolation Forest

84



One-Class SVM

One class classification
I classification (i.e. non probabilistic) approach to modelling a set
I in other words: learn to recognize a class with (almost) only

positive instances of the class
I extreme point of view: this is anomaly detection!
I dominating tool: support vector machines (kernel methods)
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Support Vector Data Description

Tax and Duin pioneer work (1999)
I main idea: find the sphere with minimal radius that contains

(almost) all the data points (closely related to robust statistics, e.g.
MVE)

I as an optimization problem

min
R,µ,ξ

R2 + C
N∑

i=1

ξi

subject to ∀i , ‖xi − µ‖2 ≤ R2 + ξi

∀i , ξi ≥ 0

I C is a regularization parameter: suggested values between 0.25
and 0.4, but in practice this tunes the number of outliers

I nonlinear extension via kernels (replace x by Φ(x))
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One class SVM

Scholkopf et al. formulation (1999)
I similar idea but with a decision formulation (equivalent if the kernel

is radial)
I as an optimization problem

min
ρ,w,ξ

1
2
‖w‖2 − ρ+

1
νN

N∑
i=1

ξi

subject to ∀i ,wT xi ≥ ρ− ξi

∀i , ξi ≥ 0

I ν is also a regularization parameter that tunes the number of
outliers

I nonlinear extension via kernels (replace x by Φ(x))
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One class SVM

Pros and cons
+ very flexible thanks to kernels (complex data)
+ interpolation between one single Gaussian and nearest neighbors

like methods via the Gaussian kernel
+ out of sample evaluation
- multiple meta-parameters
- binary results
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Isolation Forest

Isolation strategy
I hypotheses: anomalies are not frequent and very different from

normal data
I they should be easy to isolated from normal data with simple(r)

rules
I define the anomaly level as the efforts needed to isolate an

observation from other observations
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Isolation Forest

Liu, Ting & Zhou, 2008
I based on fully random trees (random questions) developed on

subsampled data such as each leaf contains only identical objects
(or the branches are too long)

I the base score of x is E(h(x)), the average branch length needed
to reach x in the forest of random trees

I the anomaly score is 2−
E(h(x))

c(N) where c(N) is the average path
length in a binary search tree constructed on N observations

I scores above 0.6 are generally considered anomalies
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Isolation Forest

Pros and cons
+ good performances in general (best performances in a 2018

benchmark)
+ no significant parameter to tune
+ very good scalability
+ output a score
+ out of sample evaluation
- need variable screening for maintaining performances in a high

dimensional setting
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Outline

Introduction

Supervised approaches

Unsupervised approaches

Categorical data
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Categorial Data

Numerical methods
I most of the methods discussed previously apply only to numerical

data
I direct (and sometimes naive) adaptation for categorical data

I one hot encoding (or other encoding)
I use a categorical data distance/dissimilarity
I use a categorical data kernel

Inherently difficult
I low resolution
I combinatorial explosion
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Many ad hoc methods

Marginal frequencies
I compute univariate frequencies of the categories
I combine those values to form an anomaly score
I examples

I average marginal frequencies: low values are potentiel anomalies
I square of the complement frequency

SCF (x) =
P∑

j=1

(1− P(Xj = xj))
2

|Xj |

I etc.
I extension to multivariate frequencies is impaired by combinatorial

explosion
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Specific setting

Itemset
I a fix (large) set of items serves as reference
I observations are sets of items
I classical data mining problem

I finding frequent itemsets (sets of items that appear frequently as
subsets of observations)

I numerous algorithms (based on Agrawal and Srikant’s Apriori
method)

I anomaly: observations that do not contain an (or enough of)
itemset(s)

I easily extended to sub-sequences for sequences of items
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Conclusion

Take home message
I anomaly detection is possible only with a model of normality
I choosing and understanding the model is more important than

looking for “the best algorithm”
I do and don’t

I prefer algorithms that output a score
I spend ressources in identifying some anomalies
I tune or at least explore the meta parameters
I explore iterative approaches: find outliers, remove then, rinse and

repeat
I do not use a single method
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