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General setting

Data
I X the “input” space and Y the “output” space
I D a fixed and unknown distribution on X × Y

Loss function
A loss function l is
I a function from Y × Y to R+

I such that ∀Y ∈ Y, l(Y,Y) = 0

Model, loss and risk
I a model g is a function from X to Y
I given a loss function l the risk of g is Rl(g) = E(X,Y)∼D(l(g(X),Y))
I optimal risk R∗l = infg Rl(g)
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Supervised learning

Data set
I D = ((Xi ,Yi))1≤i≤N
I (Xi ,Yi) ∼ D (i.i.d.)
I D ∼ DN (product distribution)

General problem
I a learning algorithm creates from D a model gD
I does Rl(gD) reaches R∗l when |D| goes to infinity?
I if so, how quickly?
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Empirical risk minimization

Empirical risk

R̂l(g,D) =
1
N

N∑
i=1

l(g(Xi),Yi) =
1
|D|

∑
(x,y)∈D

l(g(x),y)

ERM algorithm
I choose a class of functions G from X to Y
I define

gERM,l,G,D = argmin
g∈G

R̂l(g,D)

I is ERM a “good” machine learning algorithm?
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Empirical risk minimization
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Empirical risk minimization
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Empirical risk minimization
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Theoretical questions

Learning theory
1. Optimization quality

I given l and G how difficult is finding arg ming∈G R̂l (g,D)?
I given limited computational resources, how close can we get to

arg ming∈G R̂l (g,D)?

2. Estimation quality
I given G a class of function, define R∗l,G = infg∈G Rl (g)
I can we bound Rl (gD)− R∗l,G?

3. Approximation quality
I can we bound R∗l,G − R∗l ?
I in a way that is compatible with estimation?
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Learning theory

10



ERM in practice

Empirical risk minimization

gERM,l,G,D = argmin
g∈G

R̂l(g,D)

Implementation?
I what class G should we use?

I potential candidates?
I how to chose among them?

I how to implement the minimization part
I complexity?
I approximate solutions?
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A simple example

Linear models
I for Y = R and X = RP

I chose some fixed functions φj from RP to R, e.g.
I φj (X) = xj
I φj,l (X) = xjxl
I φsin,j (X) = sin(xj )

I write g(X) =
∑K

j=1 βjφj(X) for well chosen βT = (βj)1≤j≤K (data
dependant)

I model classes

G(φj )1≤j≤K =

g : RP → R

∣∣∣∣∣∃βT = (βj)1≤j≤K , g(X) =
K∑

j=1

βjφj(X)


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Model versus class

Possible confusion
I g : X 7→

∑K
j=1 βjφj(X) is a model, described by βT = (βj)1≤j≤K

and by (φj)1≤j≤K

I βT characterises the model in the class, among other models of
the class

I (φj)1≤j≤K characterise the class among all classes of the same
form

I parameters (model) versus meta-parameters (class)
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A simple example

Least-Squares
I quadratic loss l2(p, t) = (p − t)2

I empirical risk (parameter oriented point of view)

R̂l((βj)1≤j≤K , (φj)1≤j≤K ,D) =
1
N

N∑
i=1

Yi −
K∑

j=1

βjφj(Xi)

2

I ERM⇔ least squares linear regression
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A simple example

Well known (partial) solution
I R̂l((βj)1≤j≤K , (φj)1≤j≤K ,D) is easy to optimize over

βT = (βj)1≤j≤K

β∗ =
(
XTX

)−1 XTY

with

X =

 φ1(X1) . . . φK (X1)
· · · · · ·

φ1(XN) . . . φK (XN)

 Y =

 Y1
· · ·
YN


I but no closed form solution over (φj)1≤j≤K
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Example

Air quality
I Mean ozone concentration

from May to September 1973
(New York)

I Meteorologic measures
(temperature, solar radiation,
etc.)
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Example

Air quality
I Ozone as a function of

temperature
I linear model

I quadratic model
I order 10 model
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General aspects

Empirical risk minimisation
I two quite different optimisation problems
I best model in the class

I standard optimisation problem (e.g., finite number of parameters)
I sometimes with simple solutions

I best class
I complex optimisation problem (e.g., finding functions in a functional

space)
I somewhat ill posed problem, e.g.

I with X = RP , one can chose N independent functions (φj )1≤j≤N (for
instance polynomial functions)

I then in general min R̂l ((βj )1≤j≤N , (φj )1≤j≤N ,D) = 0
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Model classes

Nonlinear models
I for Y = R
I chose some fixed functions ψj from RP ×Wj to R
I model classes

G(ψj )1≤j≤K =

g

∣∣∣∣∣∃β, (w1, . . . ,wK ), g(X) =
K∑

j=1

βjψj(X,wj)


I examples

I ψj (X,wj ) = exp
(
−β‖X− wj‖2) (Radial basis functions)

I e.g. one hidden layer perceptron, given a nonlinear function T such
as T (x) = max(0, x)

ψj (X,wj ) = T (wT
j X)
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Artifical neural networks

https://commons.wikimedia.org/wiki/File:Two_layer_ann.svg
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Artifical neural networks
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More complex inputs

Nominal data
I |X | <∞ and no structure
I one hot encoding

I X = {x1, . . . , xP}
I mapped to {0, 1}P

I xk translated to (0, . . . , 0, 1, 0, . . . , 0) where the 1 is in position k

Dissimilarity data
I dissimilarity space (X ,d)

1. d is a function from X × X to R+

2. ∀X,X′, d(X,X′) = d(X′,X)
3. ∀X,X′, X 6= X′ ⇔ d(X,X′) > 0

I typical solution: ψj(X,wj) = exp
(
−d(X,wj)

k
)

(with k = 1 or k = 2)
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More complex outputs

|Y| = 2
I write Y = {−1,1}
I assume given a class F of functions from X to R
I use (score based approach)

G =

{
g

∣∣∣∣∣∃f ∈ F ,g(X) = sign(f (X))

}
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More complex outputs

2 < |Y| <∞
I write Y = {1, . . . ,L}
I assume given a class F of functions from X to RL

I define a decision function from RL to Y for instance
I hmax(s1, . . . , sL) = arg maxl sl
I hexp max(s1, . . . , sL) = arg maxl

exp sl∑L
k=1 exp sk

I possible class

G =

{
g

∣∣∣∣∣∃f ∈ F , g(X) = h(f (X))

}
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Parameters

Parametric view
I previous classes are described by parameters
I ERM is defined at the model level but can equivalently be

considered at the parameter level

I if e.g. G =
{

X 7→ sign(
∑K

j=1 βjφj(X))
}

solving ming∈G R̂lb(g,D) is

equivalent to solving minβ∈RK R̂lb(gβ,D), where gβ is the model
associated to β
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Meta-Parameters

Class level parameters
I specify the class of models
I interpolation regime: well chosen meta-parameters allow the class

to interpolate any (reasonable) data set of a given size
I cannot be chosen by ERM (overfitting!)
I examples:

I K
I the φj functions
I the parametric form of ψj (.,wj )
I etc.
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In summary

A possible generic ML algorithm
I chose a set of model classes

I models in a class should have roughly the same interpolation
capabilities

I classes are indexed by meta-parameters: Gθ for θ ∈ Θ

I chose a way to select g ∈ Gθ for any θ using a data set D, e.g.

gERM,D,θ = arg min
g∈Gθ

R̂l(g,D)

I chose the best class using another independent data set D′, e.g.

θ∗ = argmin
θ∈Θ

R̂l(gERM,D,θ,D′)

I compute the best model, e.g.

g∗ = arg min
g∈Gθ∗

R̂l(g,D ∪D′)
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ERM and optimization

Standard optimization problem
I computing argming∈G R̂l(g,D) is a classical optimization problem
I no closed-form solution in general
I ERM relies on standard algorithms: gradient based algorithms if

possible, combinatorial optimization tools if needed

Very different complexities
I from easy cases: linear models with quadratic loss
I to NP-hard ones: binary loss even with super simple models
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Linear classification

Linear model with binary loss
I class of models

G =
{

g : RP → {−1, 1} | ∃(β0,β), ∀X ∈ RP gβ0,β(x) = sign(β0 + βT x)
}

I loss: lb(p, t) = 1p 6=t

I empirical risk: misclassification rate
I in this context ERM is NP-hard and tight approximations are also

NP-hard
I notice that the input dimension is the source of complexity

Noise
I if the optimal model makes zero error, then ERM is polynomial!
I complexity comes from both noise and the binary loss
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Gradient descent

Smooth functions
I Y = R
I parametric case G = {X 7→ F (w,X)}
I assume the loss function l and the models in the class G are

differentiable (can be extended to subgradients)
I gradient of the empirical loss

∇wR̂l(w,D) =
1
N

N∑
i=1

∂l
∂p

(F (w,Xi),Yi)∇wF (w,Xi)

I ERM through standard gradient based algorithms, such as
gradient descent

wt = wt−1 − γt∇wR̂l(wt−1,D)
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Stochastic gradient descent

Finite sum
I leverage the structure of R̂l(w,D) = 1

N

∑N
i=1 l(F (w,Xi),Yi)

I what about updating according to only one example?
I stochastic gradient descent

1. start with a random w0

2. iterate
2.1 select i t randomly uniformly in {1, . . . ,N}
2.2 wt = wt−1 − γt ∂l

∂p (F (wt−1,Xi t ),Yi t )∇wF (wt−1,Xi t )

I practical tips:
I use the Polyak-Ruppert averaging: wm = 1

m

∑m−1
t=0 wt

I γ t = (γ0 + t)−κ, κ ∈]0.5, 1], γ0 ≥ 0
I numerous acceleration techniques such as momentum (“averaged"

gradients)
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Ad hoc methods

Heuristics
I numerous heuristics have been proposed for ERM and related

problems
I one of the main tools is alternate/separate optimization: optimize

with respect to some parameters while holding the other constants

Radial basis function
I G =

{
X 7→

∑K
k=1 βk exp

(
−ρ‖X−wk‖2

)}
I set ρ heuristically, e.g. to the inverse of the smallest squared

distance between two X in the data set
I set the wk via a unsupervised method applied to the (Xi)1≤i≤N

only (for instance the K-means algorithm)
I consider ρ and the wk fixed and apply standard ERM to the βk ,

e.g. linear regression if the loss function is quadratic and Y = R
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ERM and statistics

Maximum likelihood
I the classical way of estimating parameters in statistics consists in

maximizing the likelihood function
I this can be seen as empirical risk minimization

Linear regression
I in linear regression one assumes that the following conditional

distribution: Yi |Xi = x ∼ N (βTφ(x), σ2)

I the MLE estimate of β is obtained as

β̂MLE = argmin
β

N∑
i=1

(
Yi − βTφ(Xi)

)2

I MLE=ERM here
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Linear Regression

Derivation
I likelihood function

L (β, σ|(Yi )1≤i≤N) =
N∏

i=1

(
1

σ
√

2π
exp

(
−
(
Yi − βTφ(Xi )

)2

2σ2

))

I log likelihood

logL (β, σ|(Yi )1≤i≤N) = −N
2

log 2π − N log σ −
N∑

i=1

(
Yi − βTφ(Xi )

)2

2σ2

I maximizing can be done by
I minimizing

∑N
i=1

(
Yi − βTφ(Xi )

)2 → β̂MLE

I minimizing (over σ) N log σ +
∑N

i=1

(
Yi−β̂

T
MLE Xi

)2

2σ2 →

σ̂2
MLE = 1

N

∑N
i=1

(
Yi − β̂

T
MLEφ(Xi )

)2
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General regression

Noise and loss functions
I assume Yi = gβ(Xi) + εi where εi is a i.i.d noise with density q
I likelihood function

L (β|(Yi)1≤i≤N) =
N∏

i=1

q (Yi − gβ(Xi))

I maximum likelihood⇔ ERM with the loss

l(p, v) = − log q(p − v)

I example: ε Laplace⇔ l(p, v) = |p − v |
I can be extended to non additive noise
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Logistic Regression

MLE
I in logistic regression one assumes that (with Y = {−1,1})

P(Yi = 1|Xi = x) =
1

1 + exp(−βTφ(x))
= hβ(Xi)

I the MLE estimate is obtained by maximizing over β the following
function

−
N∑

i=1

log(1 + exp(−Yiβ
Tφ(Xi)))
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Logistic Regression

Derivation

L (β|(Yi )1≤i≤N) =
∏
Yi =1

P(Yi = 1|Xi = x)
∏

Yi =−1

P(Yi = −1|Xi = x)

=
N∏

i=1

(hβ(Xi ))
Yi +1

2 (1− hβ(Xi ))
1−Yi

2

logL (β|(Yi )1≤i≤N) =
1
2

N∑
i=1

((Yi + 1) log hβ(Xi )) + (1− Yi ) log(1− hβ(Xi )))

log(hβ(Xi )) = − log(1 + exp(−βTφ(Xi )))

log(1− hβ(Xi )) = − log(1 + exp(βTφ(Xi )))

logL (β|(Yi )1≤i≤N) = −
N∑

i=1

log(1 + exp(−Yiβ
Tφ(Xi )))
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ERM version

Machine learning view
I assume Y = R
I use again the class of linear models X 7→ βTφ(X)
I the loss is given by

l(p, t) = log(1 + exp(−pt))

Extended ML framework
I the standard ML approach consists in looking for g in the set of

functions from X to Y
I the logistic regression does not model directly the link between X

and Y but rather a probabilistic link
I the ML version is based on a new ML paradigm where the loss

function is defined on Y ′ × Y and g is a function from X to Y ′
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Relaxation

Simplifying the ERM
I ERM with binary loss is complex: non convex loss with no

meaningful gradient
I goal: keep the binary decision but remove the binary loss
I solution:

I ask to the model a score rather than a binary decision
I build a loss function that compares a score to the binary decision
I use a decision technique consistent with the score
I generally simpler to formulate with Y = {−1, 1} and the sign function

I this a relaxation as we do not look anymore for a crisp -1/1
solution but for a continuous one
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Examples

Numerous possible solutions
Y = {−1,1} with decision based on sign(p)
I logistic loss: llogi(p, t) = log(1 + exp(−pt))
I perceptron loss: lper (p, t) = max(0,−pt)
I hinge loss (Support Vector Machine): lhinge(p, t) = max(0,1− pt)
I exponential loss (Ada boost): lexp(p, t) = exp(−pt)
I quadratic loss: l2(p, t) = (p − t)2 = 1 + (pt)2 − 2pt
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Losses
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Beyond ERM

This is not ERM anymore!
I sign ◦g is a model in the original sense (a function from X to Y)
I but lrelax(g(X),Y ) 6= lb(sign(g(X)),Y)
I surrogate loss minimization

I some theoretical results are available
I but in general no guarantee to find the best model with a surrogate

loss
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Conclusion

Summary
The empirical risk minimization framework seems appealing at first but
it has several limitations
I the binary loss is associated to practical difficulties:

I implementation is difficult (because of the lack of smoothness)
I complexity can be high in the case of noisy data

I learnability is guaranteed but
I only for model classes with finite VC dimension (see the theoretical

course)
I which are strictly limited!

Beyond ERM
I surrogate loss function
I data adaptive model class
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Changelog

I January 2021:
I added an illustration of error types
I added more examples

I January 2020: clarified some points
I December 2019: initial version
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